
Tasks WG 1 
 
 
 
ICON on Euler 6/7 Nodes (AtmCirc + AtmDyn) 
I submit a task on behalf of two groups (AtmCirc and AtmDyn), which on the long run will be 
an issue for all ICON users. 
 
The task would be to enable multi-node jobs of ICON on Euler 6/7. Currently, we are only 
able to run ICON on a single Euler 6/7 node and hence are limited 128 cores. For multi-node 
jobs, we need to switch to Euler 4 or Euler 5 (for some heavy jobs I request more than 420 
cores). 
 
The technical reason is that multi-node jobs on Euler 6 and 7 would require an OpenMP 
Version > 4, which is not supported by the compiler we are using on Euler. The outdated 
compiler only allows OpenMP Version 3, which is only supported on Euler 4 and Euler 5. 
 
I cannot estimate how difficult it is to compile ICON with a newer gnu fortran version but 
this task is likely of benefit for all ICON users. 
 
 
 
Asynchronous NetCDF I/O interface: robustness and compression (HyMet) 
Proposal: (i) Support C2SM groups in exploiting async. NetCDF I/O, i.e., fix bugs that 
currently prevent wider adoption. (ii) Integrate async. NetCDF I/O tests into the existing CI 
pipeline. (iii) Implement online compression for the async. NetCDF interface. 
 
Benefits: Performance improvements, a simpler post-processing workflow, and reduced 
storage volumes for all COSMO6 users relying on NetCDF I/O. 
When conducting simulations on large high-resolution domains, disk I/O becomes a 
substantial performance bottleneck. For example, the simulations performed by C. Schär's 
group over the tropical Atlantic domain (2900x2000x60 GP) spend up to 50% of the runtime 
on disk I/O, if it is done in a synchronous manner. Similar performance penalties have been 
observed by other groups. This limitation represents a large waste of compute resources 
and has been occasionally criticized by reviewers of compute proposals. To mitigate this 
issue, C2SM has implemented asynchronous disk output for the NetCDF interface. 
Moreover, a C2SM task is currently underway to implement prefetching of the boundary 
conditions. Together, these features allow hiding a large share of the time spent in disk I/O 
from the overall time to solution, since it allows the time stepping algorithm to continue 
almost uninterrupted. 
The current async. NetCDF interface has not been tested routinely by C2SM and thus broke 
during a software upgrade of Piz Daint. This bug and other issues have led (at least two) 
C2SM groups to discard the use of async. NetCDF I/O until support is improved. An 
additional drawback of the current NetCDF I/O interface is the missing use of the 
compression algorithms provided by modern NetCDF implementations. Since it is not 



applied online, the required disk I/O bandwidth is inflated and additional complexity is 
introduced to the workflow to apply data compression during post-processing. 
The async. NetCDF I/O implementation is specific to COSMO because ICON exploits the CDI-
PIO library and parallel NetCDF. It thus entails other performance characteristics and 
limitations. Nevertheless, lessons can still be learned for ICON, in particular for ICON-LEM, 
since deferred/asynchronous I/O is fundamentally orthogonal to parallel I/O. 
 
GRIB2 on Daint for COSMO et al. (AtmCirc) 
Background: In our km-scale COSMO simulations on large domains, IO (especially output) is 
the main bottleneck. When we use GRIB instead of NetCDF, the files are about half as large 
and the output consequently takes half as long. However, we only managed to get GRIB1 
running (and for very large domains the GRIB1 output is corrupted). 
 
Subtasks: 
 
1. Set up a robust GRIB2 environment on daint for int2lm, COSMO and fieldextra (to convert 
GRIB2 files to NetCDF4). 
2. Document how this works, i.e., what information resides in which files in which locations, 
which packages need to be install where etc. 
3. Document how to add support for new COSMO output variables, i.e., what information 
needs to be added to which table/dictionary files etc. 
4. Fix minor issues that may arise in COSMO/int2lm related to, e.g., very large grids. 
 
Duration: 
• Installing and documenting a GRIB2 environment should take about two weeks. 
• If minor issues arise, those should be solvable in another two weeks. (If larger issues were 
to arise, those would be separate tasks). 
• In total, we propose a duration of one month. 
 
Importance: High. For longer simulations toward which we will be working this year, it is 
crucial that IO is as fast as possible, which means using GRIB2 (barring a miracle solution to 
all NetCDF4 performance problems in the meantime). 
 
 
 
Optimize Turbulence and Terra on GPU with OpenACC (MCH) 
Contact Xavier Lapillonne , time estimate: 2 – 3 weeks 
Description : Turbulence and terra are ported to GPU but are very slow, need to be profiled 
and adapted 
 
 
 
Port LPI (lighting) to GPU (MCH) 
Contact: Xavier Lapillonne , time estimate : 1 months 
Description : Port LPI to GPU suing OpenCC directives. Note: LPI is similar as COSMO so the 
implementation in COSMO can be used as guideline. 


