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Abstract 

The COSMO (COsortium for Small-scale Modelling) model is a non-hydrostatic 
regional atmospheric model, designed for numerical weather prediction on 

vector architectures, and subsequently extended for use by the climate 

modelling community.   COSMO 4.7 is used by MeteoSwiss for the production 5-
day regional Swiss weather forecast, and the climate version by numerous Swiss 

scientists.  Most of the simulation runs are performed at the Swiss National 

Computing Centre (CSCS).   These traits make it an application of strategic 

performance to the Swiss high performance computing community.  In this 
paper, we describe an performance analysis of the COSMO on CSCS and other 

programming facilities, then describe a set of optimization improvements to 

improve performance and scalability.  A prototype code which evaluates the fast 

wave propagation of the of the code which  

1 COSMO Code Overview 

COSMO and its extensions have been the focus of years of investigation and 

refinement.  This section summarizes our current understanding of COSMO. 

Basic equations 

The dynamical core of the COSMO model solves a set of coupled partial differential 
equations (PDEs) of the form 
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where the components of 
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φ  are the prognostic variables describing the current state of 
the atmosphere such as wind velocity, pressure, temperature, moisture variables, etc. 
These equations essentially correspond to the Euler equations of a compressible, 
inviscid fluid but also contain additional source terms on the right hand side 
accounting for additional physical processes (e.g. radiative heating) as well as 
additional cross-correlation terms due to the spatial averaging. 



Temporal and spatial discretization 

As the above system of equations describes processes on a whole range of 

temporal scales it is common to use a time-splitting method (Wicker and 

Skamarock, 2001) and integrate different terms in 
  

r 

R  with different numerical 
methods and different time-steps. The basic equation can be recast into the form 
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where the first equation concerning the slow processes (advection, Coriolis 
force, sub-grid scale processes, etc.) is solved using a multistage Runge-Kutta 

method (Baldauf 2008) or a leapfrog method (Steppeler et al. 2003) on a large 

time-step. The second equation concerning the fast processes (sound waves, 

gravity waves) is solved using an Euler forward method using a small time-step 

and keeping the slow tendencies constant during the time-integration. 

The spatial discretization in COSMO is achieved using finite difference methods 

on a structured grid. In order to facilitate the formulation of the lower boundary 

conditions the grid is deformed to follow the Earth's surface. Typical grids for 

atmospheric modeling are strongly anisotropic close to the Earth's surface with 
vertical grid spacings of O(10 m) and horizontal grid spacings of >O(1 km). 

In order to avoid severe restrictions on the time-steps due to the small grid 
spacings in the vertical, terms involving vertical derivates are formulated 

implicitly or semi-implicitly on the small or large time-step, respectively. 

Depending on the width of the vertical stencil, this leads to the solution of a 

linear set of equations 
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φ n )  where n  is the time index and Α  is a 

tridiagonal or pentadiagonal matrix of dimension k × k  where k  is the number of 

vertical levels. 

The code itself, like many atmospheric models, is designed around both a 

dynamical core, which solves for the motion of air and water in the atmosphere, 
and a physical core that approximates a number of physical processes, such as 

heating and cooling by radiation, precipitation, moist convection, and so forth, 

that contribute significantly to heat and mass transfer in the dynamical core. 

These cores solve their respective equations on three-dimensional structured 

mesh, represented internally by Fortran arrays whose indices reflect rotated 

latitude (x), rotated longitude (y), and height (z), respectively. Information is 

shared between these arrays via simple packed halo exchanges with the 
surrounding MPI tasks.  

 

Data structures 

In COSMO, each component of 
  

r 

φ  is typically represented by a four-dimensional 

Fortran array of the form u(i,j,k,n) where the indices correspond to the 

longitudinal, latitudinal, vertical, and time axis, respectively. The size of the time 



dimension depends on the number of time levels required by the time-

integration scheme (2 for Runge-Kutta, 3 for Leapfrog) and is filled in a round-

robin fashion with values valid at each time-step. All other variables (temporary 

variables, metric terms, diagnostics) are typically time independent and stored 

in arrays of the form u(i,j,k), in which the data are contiguous in I (also known as 

(K,J,I) ordering). A typical size of these arrays in current applications is 500 x 

500 x 60 grid points. 

Algorithms 

The majority of algorithms used in COSMO fall into the category of two of the 

“Seven Dwarfs” proposed by Colella 2004, namely sparse linear algebra and 

structured grids. More specifically, the following algorithmic kernels are 

prominent throughout the code: 

• Time integration schemes: The PDEs are solved using either a leapfrog 

scheme, a multistage Runge Kutta scheme, or a simple Euler forward in time 

scheme. 

• Tri-/Pentadiagonal solver:  The implicit or semi-implicit time 

discretization in the vertical leads to the solution of a linear system of 
equations with a tri- or pentadiagonal matrix. In the current code, the 

solution is accomplished using a Gaussian elimination/back-substitution 

(i.e., the Thomas algorithm). 

• Finite difference stencils: The spatial discretization of partial derivatives 

on the right hand side of the PDEs are accomplished using finite difference 

stencils of different kinds. These typically have a high spatial data locality: 

the fast wave solver uses a 3x3x3 stencil, while the largest stencil is 7x7x7 in 

the advection calculation. The finite difference stencils are supported by 

common halo technique depicted in Figure 1. 

Figure 1. The domain is surrounded by a halo with the width of the stencil, 

such that the computational region (“calculation domain”) has all values 

needed in advance.  If the domain is partitioned over distributed memory 

(see subsequent section), the halo regions will be updated from a 

neighboring computational domain before each time step. 
 

 



 

Even though the above list of algorithmic kernels is not complete, it covers well 

over 60% of the CPU intensive algorithms in a typical weather prediction or 

regional climate modeling application. A notable exception to this is the case of 

COSMO-ART where the chemical solver has to solve a coupled, stiff system of 

equations, which dominates model performance. 

 

Parallelization 

The COSMO model currently uses a domain decomposition approach built on the 

Message Passing Interface (MPI) and tailored for distributed memory 

architectures and well-suited for the employed grid point models using finite 

differences (Schättler and Krenzien 1997). Each processor solves the model 
equations on its own column of the domain. Each of these sub-domains is 

surrounded by halo regions which are updated by neighboring processors. 

Depending on the algorithms used, two or three gridlines are used for each halo, 

however the halo width can be easily changed when necessary (e.g., in case of 

higher order advection schemes). During the integration step, each processor 

updates the values of its local sub-domain, and grid points belonging to the halo 

are exchanged using explicit message passing. The underlying communication 

mechanism can be either MPI_SendRecv, MPI_Send/MPI_Irecv or 

MPI_ISend/MPI_Recv. 

2 Performance Analysis of Original Code 
 

The team at CSCS began the COSMO project with preliminary performance analysis 
of COSMO with the help of the main developers of the consortium. The COSMO 
code and its related data sets were successfully ported and verified on Cray XT 
systems. The tests for this study were performed on the Cray XT5 “Monte Rosa” at 
the Swiss National Supercomputing Center. The system was upgraded in 2009 and 
currently houses 3688 AMD hex-core Opteron processors running at 2.4 Ghz and has 
a total of 28.8 TB of DDR2 RAM and a 9.6 GB/s interconnect bandwidth.  
 

The initial code analysis indicated that, 

• At 2km resolution, about 60% of the run-time is taken by the dynamical 

core, and about half of this time is spent in the fast wave part of the core, 

• The dynamical core represents only about 20% of some 200’000 lines of 

code, 

• The fast wave solver employs both stencils and (small) tri-diagonal 

matrix solves, 

• COSMO sustains only about 2-3% of peak performance on the Cray XT5 

system , 



• The model appears to be memory bandwidth bound (see subsequent 

discussion). 

The low percentage of peak performance can be further explained by the 

minimal use of SSE instructions and a cache-unfriendly layout of the data.  For 

historical reasons, all three-dimensional fields are stored in arrays which are 

indexed (K,J,I), namely first in I, then J -- the two horizontal dimensions -- and 

then in the vertical.  Such data storage performed adequately on vector 

machines, but is inappropriate for modern cache-based architectures, 

particularly for the physical parameterizations, which have largely or exclusively 

vertical dependencies. 

Performance analysis shows that the halo-update communication mechanism -- 

MPI_SendRecv, MPI_Send/MPI_Irecv or MPI_ISend/MPI_Recv -- does not in fact 
constitute the largest message-passing overhead. Rather, the following MPI calls 

are found to take a larger part of the overall time when running on a number of 

cores exceeding ~1000: MPI_barrier and the MPI collectives MPI_AlltoallV, 

MPI_Allgather and MPI_Allreduce. In addition, the efficiency of the code may also 

be improved by better adjusting the number of processors in longitudinal and 

latitudinal direction to optimally fit on the target architecture. 

Initial benchmarking of COSMO (COSMO 4.10 RAPS benchmark) tends to indicate 

that memory bandwidth is a key limitation.  Table 1 lists timings of the overall 

model (at 7km resolution) – split into dynamics and physics parts.   When run on 
identical numbers of cores, but on different numbers of nodes or sockets (1 or 2 

per node), the use of more nodes/sockets with fewer cores per node/socket 

allows the cores a higher proportion of the node’s memory bandwidth.  Since 
reducing the number of cores reduces the execution times noticeably, we 

conclude that memory bandwidth is one of possibly several bottlenecks. In other 

words, many (but not all) of the computational routines suffer from low 

computational intensity (floating point operations per memory access) and low 
cache reuse. Note also that these results are a strong function of the ratio of node 

peak performance to memory bandwidth of the specific architecture. 

Dynamics Physics 
Configuration 

Total 

Time 

(s) Min avg max min avg Max 

12 cores per node 234.99 70.16 94.48 102.85 52.15 67.22 89.18 

6 cores per node (1 socket) 232.11 71.64 94.20 101.30 50.96 67.24 89.92 

6 cores per node (2 sockets) 187.35 54.42 65.11 68.92 48.27 60.73 81.83 

4 cores per node (1 socket) 200.88 66.59 72.61 77.17 49.73 62.59 86.25 

4 cores per node (2 sockets) 180.14 54.75 58.28 63.15 47.80 59.60 82.19 

Table 1: The effect of using more sockets and nodes (each with two sockets) on the 

Cray XT5 for the same number of cores is illustrated.  Execution time reduces when 

������� ȅ	
��� In 
my profiles the use of SSE 
instructions is actually not 
so bad (or maybe my 
interpretation is wrong): I 
get the following from 
craypat for the program 
total... 
RETIRED_SSE/SSE2_INS   
386.288M/sec   
518698761568 instr 
PAPI_FML_INS           
117.677M/sec   
158014193454 ops 
PAPI_FAD_INS           
109.985M/sec   
147685669948 ops 
PAPI_FDV_INS             
7.299M/sec     9800267026 
ops 
which (if each SSE 
instruction corresponds to 
either 4 adds/multiply) 
would actually give not such 
a bad vectorization ratio. 
Am I doing something 
wrong? 



more nodes and sockets are used because the algorithm is limited by memory 

bandwidth, and cores must share the 10 GB/s memory bandwidth offered by a 

given socket. 

In Figure 2, we note the poor parallel scaling characteristics of COSMO beyond 
1000 cores.  

 

 

Figure 2. Parallel speedup of COSMO for a 1-hour simulation on 1 km grid. 

FastWaves is the most computationally expensive routine in COSMO at all core 

counts.  

 

Figure 2, along with profiles of COSMO using performance analysis tools, reveals 
a couple of additional aspects of COSMO. First, the computationally intensive 

parts of the code continue to scale as core counts increase, and, secondly, that the 

code is not network bandwidth-limited. Moreover, there is no single 
computational routine that dominates the profile such that redesigning that 

routine would significantly improve the scaling characteristics of the code. The 

flat scaling curve of the entire code, compared to the profile of the dynamical 

core, indicates that significant scalar content or I/O is being performed. Profiling 

indicates that much of the problem occurs due to I/O (and associated MPI 

communications) during the initialization phase of the model. This could be 

ameliorated by the use of parallel and/or asynchronous I/O. 

 
The code was compiled and linked with the Portland Group (PGI) Fortran compiler 
version 10.3 and linked to version 4 of the Cray MPT library.  None of the 
benchmarking or profiling runs was launched on a dedicated system, however, 
execution times are highly reproducible. 
 



Key kernel performance 
 

We performed a number of scaling benchmarks on a grid with a 1-km resolution 

(1142x765x90) using decompositions with different aspect ratios. The 1.5x1 

aspect ratio runs most closely match the global aspect ratio of the entire 

computational grid (Figure 3). The results show that, at this resolution, the code 
scales well out to over 6000 cores and that sub-grids assigned to MPI tasks 

perform better if they closely match the aspect ratio of the global computation 

region.     Moreover, sub-grids with an aspect ratio that is longer in the x-

direction perform better than those in that are longer in the y-direction, 

indicating that the code is likely benefitting from longer vectors. There is a limit 

to this, however, as changing the aspect ratio from approximately 1.5x1 

increases the inter-task communications. 
 
 

Figure 3. COSMO-CLM 1-hr run time with 1-km grid spacing and various 

decomposition aspect ratios. 
 
 

 

 

 



An examination of the performance and scaling of the physical and dynamical 

cores (Figure 4) shows that that both scale quite well for the grid and that the 

dynamical core takes about three times (3x) as much compute time as the 

physical core, regardless of core count.  

 

Figure 4. Breakdown of run time for physical and dynamical cores at various aspect 

ratios. 

 

Within this range, profiling indicates that few of the top computational routines 

are load-imbalanced and that the most of the top routines have a computational 
intensity < 1 and high cache hit/miss ratios (>95%), with the most expensive 

routine, fast_waves_runge_kutta (which controls sound and gravity-wave 

propagation), having a computational intensity of 0.2, regardless of core count. 

These features, along with the strong scaling, indicate that the computational 

part of the code is largely memory-bandwidth limited rather than network-

bandwidth or cache limited. The percentage peak for these runs is in the range 

3.5-4.0% For the remainder of this study, we no longer consider any aspect 
ratios other than the default for a particular grid. 

 

Single node performance 

 

Table 2 gives the 4-core COSMO benchmark results, run first on 4 Cray (in this 

case XT4) nodes (boldface), then 1 Cray node, and finally on the Intel PC (1 

node).  The better scaling in problem size on the Cray can be attributed to the 
larger memory bandwidth (maximum 12.6 GB/s per channel, two channels per 

node), of which only up to 4.4 GB/s can be attained. 



 

Table 2. COSMO Benchmark on four Cray AMD / Intel cores: fixed local problem 

size (i.e., weak scaling) in the leftmost column, values for 4 cores on Cray (4 nodes) 

/ Cray (1 node) / PC (1 node) respectively 

Local 
problem 
size execution time (s) CPI fast wave % fast wave 

Fast wave 
memory bw 
GB/s 

15x15 4.1 / 5.7 / 10.6 1.1 /1.9 / 3.5 34 / 34 / 31 13.8 / 8.5 / 2.86 

20x20 5.9 / 9.3 / 20 1.2 / 2.3 / 4 32 / 37 / 37 15.3 / 8.7 / 2.78 

40x40 20.1 / 36.2 / 100.5 1.4 / 2.6 / 5.5 31 / 37 / 42 15.1 / 8.1 / 2.69 

60x60 40.7 / 75.9 / 236 1.4 / 2.6 / 5.56 29 / 35 / 40 16.1 / 8.4 / 2.69 

 

On the PC, only roughly 3 GB/s memory bandwidth out of the theoretical 

maximum of 8.5 GB/s is attained.  More specifically, a bcopy can obtain 2.8 GB/s, 

a read operation 5.2 GB/s and a write 1.8 GB/s.  Why does the code not come 

closer to the maximum bandwidth?  First, no prefetches are issued because of 

limitations in the gfortran compiler, and thus latency effects reduce bandwidth.  

Secondly, cache coherency is imposed on the FSB (Front-Side Bus), and the cache 

may be flushed frequently.  Finally, translation lookaside buffer (TLB) misses 
further reduce performance. 

 Experiments with different run time flags, depicted in Table 3, yield no large 
difference in the run times of the 4-core run.   

Table 3.  Effect of various run time parameters: 

flags execution time (s) CPI 
CPI fast 
wave 

% 
fast 
wave 

Fast 
wave 
memory 
bw GB/s 

Default 73.8 1 1.2 33 2.8 

itheta_adv  = 0 72.9 1 1.2 35 2.9 

lhordiff = true  76.3 1 1.2 32 2.9 

lsl_adv_qx = false 76.3 1 1.2 32 2.9 

 



What about communication?  Table 4 suggests that the overhead of 

communication (libmpi) for four cores is quite small, and similar to the 

mathematics library overhead (libm), as well as the operating system overhead 

(vmlinux).  In the case of this weak scaling, the poor scaling can be attributed 

primarily to memory performance, not the communication overhead. 

Table 4. Component Overhead in COSMO LM Benchmark 

cores cosmo libmpi libm vmlinux 

1 out of 1 88% 0% 10% 2% 

1 out of 4 88% 4% 3% 3% 

 

In these benchmarks, the fast wave solver consumes the most CPU time, and, 

moreover, scales worse that the rest of the code:  on 1 core it consumes 25-34% 
of the CPU time, while on 4 cores it consumes 34-40%. 

 

Distribution memory performance analysis 
 

To be added soon… 

3 OpenMP / MPI Hybrid Parallelization 
 

The goal of this work is to examine the performance characteristics of COSMO 

and to investigate the feasibility means of reducing the total run time of COSMO 

through exploiting additional parallelism. The code currently exploits coarse-

grained parallelism through the use of MPI tasking. Our in this portion of the 

project was to exploit additional parallelism at the loop level through OpenMP 
directives.  

The main computational region of COSMO-CLM is centred on a time-stepping 
loop. Within this are the subroutine call controlling the updates to the dynamics 

and to the physics. Ideally, at this stage, the data structures would be designed 

such that there would be loops over one of the indices noted above surrounding 
each of the subroutine calls. This would make exploiting parallelism quite easy as 

one could simply parallelize each loop without having to determine if many of 

the variables are private or shared or if any complex data dependencies exist.  

 
Unfortunately, the main computational workload resides in the subroutines 

themselves, in numerous triply nested, and some doubly nested, loops. For triply 

nested loops, the outermost loop is over the number of height levels (typically 60 

to 90) and for doubly nested loops, it is over the number of longitudes bands.  As 

an initial attempt, then, our hybridization strategy is to insert OpenMP directives 



before computationally intensive loops within the subroutines and keeping any 

software design changes to a minimum. This will give us some indication of the 

performance gains that might be expected and provide useful information for 

any future efforts towards refactoring the code for cache-based multi-processor 

architectures. 

 

3.1 Hybridization Strategies and Results with 1km Grid 

In this study, we concentrated on performing loop-level OpenMP threading 

within subroutines, without performing any large-scale restructuring of data 

structures or significant rewriting of code to allow for blocking. Thus, we simply 

inserted numerous OpenMP directives based on results from the Craypat 

profiling tool.  We concentrated our efforts on physics and dynamics routines 

called from the main time-stepping loop, ignoring routines involved in file I/O as 
they are not significant factors of the total run time. The current version involves 

over 600 OpenMP parallel directives in 11 module files.  

As part of our initial assessment of the performance assessment in this study, 

our first implementation of the OpenMP directives included the use of the new 

COLLAPSE directive.  The graph in Figure 5 shows the results for both the hybrid 

code and the MPI only code.  

Figure 5. The initial hybrid parallel implementation performed considerably worse 

than the MPI-only implementation, both for the dynamics and physics. Hyb = hybrid 

code, Dyn=dynamical core, Phys=physical core. 

In performing the hybrid code runs, we chose the number of threads for each 
test case so that a node would be fully packed if there were enough tasks 

available. Thus, we only ran test cases where the number of threads times the 

number of MPI tasks on a node equalled twelve. A cursory examination of the 

results shows that this version of the hybrid code runs significantly slower than 



the non-hybrid version. Removing the collapse directives, as well as making 

minor adjustments to some of the OpenMP directives to allow the global use of 

SSE instructions, results in a hybrid code that, in most cases at this resolution, 

runs as fast as the MPI-only version.  

If we examine the scaling of the physical and dynamical cores (Figure 6), we see 

that neither of the hybrid cores scales as well as the non-hybrid version at higher 

core counts. In fact, the physical core appears to be significantly more impacted 

by remaining load imbalances or lack of parallelism.  

 

Figure 6.  Scaling results for the hybrid code. Hybrid results begin at 512 MPI tasks 

and 1 OpenMP thread and increase to 2, 3, 4, 6, and 12 threads. Hybrid code with 

collapse directives (red squares). Hybrid code with collapse directives and compiled 

with SSE instructions enabled (purple crosses). Hybrid code without collapse 

directives and compiled with SSE instructions enabled (light blue curve). Non-

hybrid code compiled with SSE instructions enabled (green triangles).  
 
 

 
 
We also examined the performance of the code using different OpenMP 

schedulers (static and dynamic) with different chunk sizes and found that 

variations other than the default did provide any significant performance benefit, 

if any.  

3.2 Results on a Low Resolution Climate Grid 

As mentioned above, of particular interest to us is the possibility of improving 

the performance of COSMO-CLM when applied to the problem of performing 

climate simulations that require significant wall-clock and CPU time. To this end, 

we defined a 102x102 grid which, when run with around 50 cores, would 

approximate the per-core size of problem expected on future cloud-resolving 

climate simulations.  



As mentioned above, of particular interest to us is the possibility of improving 

the performance of COSMO-CLM when applied to the problem of performing 

climate simulations that require significant wall-clock and CPU time. To this end, 

we defined a 102x102 grid which, when run with around 50 cores, would 

approximate the per-core size of problem expected on future cloud-resolving 

climate simulations.  

In Figure 7, we show the results for running a 24-hour simulation. The pure MPI 

results scale linearly to approximately 100 cores and then the scaling begins to 

decline becoming flat after 576 cores. After 1152 cores, the performance actually 
decreases slightly.  

 

Figure 7. Scaling results for a small climate test grid. Shown are the results for a 

pure MPI test case, two hybrid code test cases using 8x12 and 12x16 

decompositions and 1, 2, 3, 4, 6, and 12 threads, respectively. Also shown are the 

results for the 12x16 hybrid test case when using only 1 I/O task for the run, rather 

than 4.  

 

Also shown are the results for three different hybrid test cases. For the 8x12 

decomposition, which begins where the linear scaling of the MPI runs ends, the 

hybrid test case runs about 10% better than the MPI-only run when two threads 

are used but is slower than the latter after that. The model runs best with six 

threads and two MPI tasks per node implying there are still some scaling issues 

to be resolved. There is also a slight decrease in performance going from three to 

four threads that is also seen in the other hybrid runs in the graph. This 



performance degradation is, perhaps, not surprising since when four threads are 

used per MPI task, the threads of one of the tasks must span the two cores on the 

node and implies there is memory bandwidth contention in this case. The 12x16 

hybrid case scales further than the 8x12 hybrid case but still shows the same 

performance degradation past 576 cores as the non-hybrid case. The 

performance degradation going from 3 to 4 threads is also most pronounced in 

this case. Compared to the non-hybrid case, this model is, at best 7% faster using 

six threads.  

As an experiment, we also show the results for the same 12x16 hybrid model 
using only 1 MPI task for the I/O rather than 4 tasks. In COSMO-CLM, the user 

may specify a number of MPI tasks that will be reserved for writing results to 

disk. Previous benchmarking results on the non-hybrid code indicated that the 
optimal number of I/O tasks was about four. In this case, however, we achieved 

better performance when using only a single task for I/O. The reason for this 

performance improvement is not obvious at this time. However, using only a 

single task for I/O in the hybrid code makes better use of system resources, as 
fewer cores will be idle (e.g. using four I/O tasks and six threads uses only four 

cores in total with 20 cores doing nothing).  

If we examine a breakdown of the scaling for various sections of the code in the 

12x16 case (Figure 8), we see that, regardless of thread count, the total time 

spent in the dynamics per time step is still approximately three times that spent 

in the physics. Furthermore, All of the important sub-sections of the dynamical 

core show the same scaling characteristics with thread count, with minima at six 

threads per task. The physical core and its sub-sections show a much flatter 

profile, in general with the section covering precipitation showing a marked 

steady increase in computational time with thread count and the radiation 

showing a completely flat profile. While fixing these problems with the physical 

core need to be addressed, doing so would not alter that fact that the dynamical 
core ceases to scale significantly after three threads. 

 

 

 

 

 

 

 

 

 

Figure 8. Breakdown of the multi-thread scaling of important components in the 

dynamical and physical cores for the case of 192 MPI tasks (12x16 decomposition). 



4 Performance Prototyping of the Fast Wave Solver 
The results of the hybrid parallelization seem to imply that considerable code 

restructuring is needed – particularly with respect to the 3D arrays and the triply 
nested loops – in order to appreciably improve performance on current 

architectures.  In a four-month pilot project the fast wave solver – roughly 3000 

lines which take up about 30% of the overall COSMO execution time – was 
completely rewritten for better shared memory parallel performance on 

commodity CPUs.  Results from this prototype effort will determine the viability 

of restructuring and rewriting other portions of the code. 

A standard PC was used for initial development, having an Intel Core 2 Quad-

core 2.4 GHz processor, a 266 MHz Front Side Bus (FSB) and 8 GB DDR2 333 

MHz dual channel memory (10.6 GB/s).  Ubuntu 9.10 Linux was used as well as 

GNU compilers (gfortran and g++), as well as the Intel vtune profiler 9.1.  Runs 

on this platform were also compared to the Cray XT5 (“Rosa”) at CSCS, 

employing per node two 2.4 GHz. AMD hexa-core Opteron with 16 GB of shared 
memory, with a theoretical bandwidth of 12.8 GB/s.  Tests indicate that roughly 

9.4 GB/s is attainable. 

 

4.1 Overview of the Fast Wave Solver 

 

Figure 9 outlines the fast wave solver.  The algorithm first calculates divergence, 

then solves a system of equations, then finally updates pressure and divergence. 

 

Figure 9. Fast Wave dynamics solver workflow, which memory accesses per array 

element calculated. 

For the 60x60 test case on one core, 7% of the clock cycles are in the 

preparation, 5% in the explicit update, and 20% in the implicit equation solve.  

The calculation of three-dimensional divergence (zd) requires 5%, and is 



noteworthy because it accesses the data through the vertical dimension and thus 

with cache-unfriendly long strides.  Furthermore, the calculation of the 

divergence requires 4% of clock cycles.  For four cores, the preparation requires 

9%, the explicit update 7%, the implicity solve 23% of clock cycles.  The zd 

calculation jumps to 8% while the divergence calculation falls to 2.7%. 

Table 5.  Overhead of different fast wave components in terms of cycles per 

instruction (CPI), percent of overall time, memory bandwidth, and then memory 

accesses, floating point operations and translation lookaside buffer misses per 

iteration. 

region CPI 
time 
(%) 

memory 
bw GB/s mem / iter fp / iter tlb / iter 

Preparation 5.5 28.4 2.6 - - - 

u, v and div 3.5 29.4 2.8 28 56 0.1 

equation 
system 6.8 38.2 2.7 35 31 1 

update p and 
div 2.7 3.9 3.2 4 9 0.03 

 

We draw the following conclusions from this evaluation of the fast wave solver: 

• The arithmetic density is low. 

• The implicit solve has particularly low arithmetic density, long strides in 

memory access and lots of TLB misses. 

• Numerous coefficients currently precalculated and stored could and 

should be recalculated on the fly. 

It would make sense to store the matrices for the implicit solve in a difference 

order to improve the data access pattern. 

4.2 Performance Model 

If it is assumed that the fast-wave solver is memory bandwidth-limited, a simple 

performance model based on the average bandwidth can be derived.  The ideas 

are simple: 

• Count memory accesses to 3D arrays per array element, 

• Assume that all access within an outermost for are in cache and accesses 

in different outermost loops rely on main memory, 

• Calculate a performance estimation based on available memory 

bandwidth, 



Table 6 summarizes the number of accesses needed for a given time step 

frequency. 

 

Task 
Accesses Runs / large step Accesses / large step 

update 

tendencies 

11 every runge kutta step 33 

u,v-update 17 every small time step 170 

w,p,T-solver 41 every small time step 410 

pre calculation  50 at the beginning 50 (estimation) 

 

Table 6: The number of memory accesses per field element in different parts of the 

fast wave solver are given, as well as their cumulative number for a big time step. 

 

Thus, there are approximately 660 accesses per large time step, which are then 
multiplied by problem dimension and the number of time steps. The three-

dimensional arrays are stored (K,J,I) in memory, in other words, with the I 

indices contiguous in memory.  The code is multithreaded, and experimentally it 

was found that six cores is a good match in which the achievable memory 
bandwidth of 9.4 GB/s could be attained.  On one core, however, there was not 

sufficient instruction throughput to utilize the full memory bandwidth.   Floating-

point iterations are not taken into account as the problem is bandwidth-limited. 

Figure 10 compares the predicted and actual performance of different problem 

sizes on one and six cores, and reveals that the model is a tight upper bound in 
the six core case. 



 

Figure 10.  The COSMO fast wave performance model assumes the solver is memory 

bandwidth-limited, and predicts performance based on the total of 660 memory 

accesses per 3D field element per time step, and a maximum achievable bandwidth 

of 9.4 GB/s on a Cray XT5 node.  When run on one core, there are insufficient 

instructions to occupy the full bandwidth, but six cores seem to be able to utilize 

nearly all of it. 

 

4.3 Fast-wave solver prototype 

 

As COSMO’s dynamical core is key to the overall model performance, it was 

decided to complete rewrite the fast-wave portion in the hope of attaining a 200-
400% performance improvement.  C++ was chosen for the rewrite, since object 

orientation provides opportunities for flexible restructuring of the code. 

Moreover, it was deemed better for a subsequent port to emerging architectures, 
such as GPUs.  This simplified code version calculates only the dynamics in 

potential temperature coordinates (Tobi/Oli, is this correct?), does not perform 

the Runge-Kutta time stepping or an update of tendencies at boundaries, and 

employs a static boundary condition at the earth surface.  In addition, it is only 
shared memory parallel: MPI communication was replaced by OpenMP barriers.   

The correctness of the algorithm was verified against a simplified Fortran 

version of the actual solver, and 12 digits of accuracy were maintained after 180 
time steps. 

The optimizations in the prototype included the following: 

• General optimizations such as merging loops; 

• Recalculating variables ‘on-the-fly’ when they are needed; the reduced 

number of pre-calculated variables decreased the memory footprint by as 
much as 50%; 

• Reducing the precision from 8-byte to 4-byte floating point numbers, 



• Altering the underlying data structures, 

• Employing C++ loop iterators (fundamentally pointers) instead of loop 

indices, which require substantial integer arithmetic operations. 

Other techniques, such as incorporating prefetch operations or cache-oblivious 

algorithms were considered, but put off for later investigation.   

The subsequently recounted experiences with the prototype showed that the 

optimization techniques dictate the design of the code, e.g., array ordering 

should be flexible, arrays should be allowed to contain scalar values or SSE 
vectors, and various integrators employed.  To this end the choice of C++ proved 

fortuitous, since object-orientation made it feasible to generate different 

configurations of the code and port it optimally to different architectures.   

For example, Figure 11 illustrates the preferred storage format of fields on the 

Cray XT5.  The indexing is (J,I,K) with the caveat that two vertical columns are 

fused together to make use of the Streaming SIMD Extensions (SSE).  However, 

on other platforms, this may not be the optimal configuration, and the code can 

be retooled quickly for another storage pattern. 

 

 

 

 

 

 

 

 

 

 

Figure 11.  The COSMO fast wave performance model assumes the solver is memory 

bandwidth-limited, and predicts performance based on the total of 660 memory 

accesses per 3D field element per time step, and a maximum achievable bandwidth 

of 9.4 GB/s on a Cray XT5 node.  When run on one core, there are insufficient 

instructions to occupy the full bandwidth, but six cores seem to be able to utilize 

nearly all of it. 

 

 

The following integrators were implemented to solve the horizontal and vertical 

time step updates: 



• HorizontalIntegratorBase: the base implementation, analogous to the 

simplified Fortran version 

• HorizontalIntegratorOnTheFly: calculates four arrays on the fly and 

removes the halo region from local arrays 

• HorizontalIntegratorKFirstMaxOnTheFly: The vertical component (K) 

becomes the innermost loop, and the maximum number of arrays is 

calculated on the fly. In addition, both velocity and divergence are 
calculated in one loop 

• VerticalIntegratorBaseVersion: implements the implicit vertical wind-

pressure-temperature solver, with again K as the innermost loop. As 

many elements as possible of the resulting tri-diagonal equation system 

are calculated on the fly. 

On the Cray XT5, the best performance is achieved with the combination of the 
HorizontalIntegratorKFirstMaxOnTheFly and VerticalIntegratorBaseVersion.  As 

depicted in Table 7, the most significant achievement in the prototype is a factor 

of two reduction in the memory accesses per field element.   

Table 7.  Summarizes the number of memory accesses per time step for the C++ 

prototype.   The last two columns illustrate the differences with the Fortran base 

code. 

Task Accesses Calls per 

large step 

Accesses per 

large step 

Fortran 

update tendencies 11 every runge 
kutta step 

33 33 

u,v-update 9 every small 

time step 

90 170 

w,p,T-solver 19 every small 

time step 

190 410 

pre calculation  19 at the 

beginning 

19 50 

 

Figure 12 compares the predicted and actual run times for the revised code, 

which is naturally still memory bandwidth-bound.  Again there is a good 
correspondence with the performance model for the six core runs. 



 

Figure 12.  The performance model applies also for the optimized prototype when 

run on six cores for both small and large problem sizes. 

4.4 Prototype performance results 

 

The performance improvements of the above-mentioned optimized version can 

be credited roughly 2/3 to the on-the-fly calculation, and 1/3 to loop merging. 

Figure 13 depicts the run times of the both the Fortran base version and the C++ 

optimized prototype.  It is important to remember that the difference is not due 

to the programming language. 

  

 

 

 

 

 

 

 

 

 

Figure 13.  The performance of the Fortran base code and the optimized C++ 

prototype are compared.  Roughly 2/3 of the performance gain comes from the 

reduction in pre-calculation, while 1/3 comes from loop merging.  The difference 

does not come from the programming language. 



The range of the speedup of the optimization depends significantly on the size of 

the local domain, with smaller domains performing better than medium-sized 

and larger domains (Figures 14 and 15). 

 

Figure 14.  The speed-up of optimized C++ prototype ranges is in the range of 2.8 

for  the small 26x26 problem, and 2.0 for the large 62x62 problem.  The better 

performance for the former can be attributed to better cache utilization in the C++ 

prototype (? TOBI). 

 

Figure 15.  For very small problem sizes, the speed-up of the optimized C++ version 

can be as high as 3.5.   These cases are no longer memory bandwidth-limited, and 

here the better MFlop/s per MIPS ration pays off.  This may be of considerable 

importance later in the project for the distributed memory implementation, where 

the local domains may be quite small.  The performance improvement decreases in 

jumps to roughly 2.0 for large domain sizes. 

On the Cray XT5, one socket (six cores) has a peak performance of 57.6 GFlop/s 

in double precision, but not all instructions are related to floating point 

operations.  Figure 16 illustrates that both the Fortran and C++ versions issue 
similar numbers of instructions per second. 



 

Figure 16.  Both the Fortran and C++ versions issue similar numbers of instructions 

per second (measured in MIPS). 

The floating point operations in the two respective versions differ drastically, 

however, with the optimized C++ prototype performing up to 4.8 times more for 

the 26x26 domain on one core (Figure 17).   

 

Figure 17.  The optimized C++ prototype attains far higher performance in MFlop/s 

than the Fortran base code. 



The C++ version attains up to 9.5% of peak floating-point performance on the 

Cray XT5, while the Fortran version attains around 3%.  While the former may 

appear modest, it is above average in numerical weather prediction codes. 

The memory bandwidth attained (Figure 18) by both codes is similar for the six 

core case, and is close to (and can even exceed slightly) the approximate realistic 

bound of 9.4 GB/s.  In the 26x26 case on one core, the reduced memory 

requirements of the optimized C++ prototype allow the entire problem to fit in 

cache, obviating the need for data movement from memory during the 

calculation. 

 

 

Figure 18.  Both the C++ and Fortran versions attain similar memory bandwidth, 

except in the 26x26 in which the entire problem fits into cache for the former. 

As mentioned previously, the optimized C++ prototype stores fields in (J,I,K) 
ordering, where the data are contiguous in K.  Figure 19 illustrates that the key 

attribute is having K on the innermost loop, e.g. (I,J,K) has similar performance, 

and has certain advantages. The tridiagonal solver of the vertical implicit system 
accesses the fields in (I,J,K).   The original (K,J,I) ordering performs by far the 

worst of all. 

All the above-mentioned optimizations are non-intrusive in the sense that they 

do not change the fundamental algorithm (except for round-off errors).  It is also 

possible to employ reduced precision by replacing 8-byte floating point numbers 

with 4-byte.  The performance (Figure 20) improves by more than a factor of 

two, which can be explained by cache effects from the smaller data sets.  This 

change is a fundamental algorithmic change, and may not be scientifically valid, 

and thus it is not suggested for integration into the overall COSMO model. 



 

Figure 19.  Experiments with different orderings of the fields indicate that the most 

important attribute is that K is the innermost loop index and accesses the data 

contiguously.   

 

 

Figure 20. Reducing precision from 8-byte to 4-byte floating point numbers can 

more than double performance (due to caching effects of the reduced amount of 

data involved). 



5 Summary and Future Work 
 

The results of this analysis appear to provide a way forward for optimizing the 

COSMO code. The fact that the code is memory bandwidth-limited and not 
network bandwidth-bound explains the lack of significant performance 

improvement with the MPI/OpenMP hybrid paradigm.  

The significant performance gains in the recoded fast_wave kernel indicate that 

engineering plans from this point forward should be focused on refactoring the 

current code to improve computational intensity, cache reuse / alignment and 

reducing communications.  One potential strategy might be to apply the lessons 

learned for the optimize C++ fast_wave kernel, to the current Fortran version. 

Another strategy would be to complete the missing parts of the C++ fast wave  

kernel, use it as the dynamical core, and alter data structures accordingly in the 

physical parameterizations. 

 Attention also needs to be given to the current I/O strategy. While not 
emphasized in this study, I/O could be significantly improved.    
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