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1. Introduction 
In spring 2019, C2SM carried out a workshop on best practices in data management for their                
community members. Presentations from this workshop and useful links on data           
management can be found at the C2SM wiki. One result of this workshop was the creation of                 
the C2SM data management task force, the participants coming from different groups in the              
C2SM community. This task force has jointly been working towards these recommendations            
on data management best practices. 

As both Empa and WSL have their own guidelines, this guide gives recommendations to              
research staff of the C2SM community at ETH Zurich, from the Master level all across to                
senior scientists how to organise, manage, and document their research data, and where             
and how to store these data at suitable repositories. The recommendations focus on large              
data sets typically produced from weather and climate models, but are applicable to other              
types of data as well.  

Useful and more general information on research data management is also available from             
the ETH library.  

Moreover, legal aspects are covered by the ETH Guidelines for Research Integrity, which             
have been developed by ETH’s commission of Good Scientific Practice (GSP). Articles 11             
and 12 in the latter guidelines explicitly regulate the rights and obligations of ETH              
researchers concerning the collection, documentation, and storage of primary data, as well            
as the rights to the primary data and materials.  

These guidelines are under continuous development. We very much appreciate feedback of            
any kind (gaps, inconsistencies, suggested additions, etc.) to urs.beyerle@env.ethz.ch. 

 

 

2. Scope of research data 
The term research data not only refers to numerical datasets, but to all kinds of information                
that can be used to reproduce, validate, or re-use scientific work. We will use the term data                 
package in order to describe the research data used for a specific project or a publication.  

2.1 Primary data 

“Primary data: the original unanalysed data collected from experiments or other sources”            
(RSETHZ, 414) 

Strictly speaking, primary data is digital data that is the direct result of simulations or               
measurements. In practice however, a modified form of that data, e.g. through averaging or              
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the discarding of irrelevant data, is frequently considered primary data. As a rule of thumb,               
primary data is data for which there exists no previous incarnation. The researcher,             
considering conventions in her or his field, defines what exactly to archive as primary data. 

2.2 Derived data 

In addition to the primary data, for a data package you should include as a minimum all                 
datasets necessary to reproduce the figures, tables, and individual numbers in the running             
text that are presented in the main paper and the supporting information. In case you decide                
to delete some of your primary data, archiving derived data is essential.  

2.3 Third-party data 

Third-party data is data used for research, but which has not been created within the frame                
of the respective research project. It is important to properly document the origin of this data                
and, e.g., when the data was downloaded, because many datasets may exist in different              
versions. Be aware whether there are restrictions to publish or pass on this third party data.  

2.4 Source code 

Computer code is often a critical part of research and necessary to validate or reproduce a                
person’s work. This can be model code and code to post-process data. You should include in                
your data package any code along with relevant information about dependencies, the            
platform it runs on, required interpreters, compilers, libraries, and the versions used. Take             
care to provide a reasonable degree of user documentation for your software (Sect. 3.5) and               
how you have used external software like modeling code. 

2.4.1 Version control systems 
It is good practice to use source code versioning systems such as GIT. Typical applications               
are provided by gitlab.com and github.com. Git is a tool for tracking changes in files in order                 
to record reasons for changes, compare with and incorporate versions from other people,             
have multiple people working on the same code, and maintain several parallel versions of              
the same code in a systematic way. Git is designed for collaborative, open source workflows.               
People also often keep a copy of the code on a collaboration. Note that these platforms do                 
not qualify as “archives” and might disappear tomorrow. Instead, create a zip- or tar-archive              
from the version of the source code used in your work and add it to the data package. 

2.4.2 Reproducible computing 

Providing the software infrastructure for other researchers to reliably run your code in the              
future can be very difficult for non-trivial code bases and no generally applicable             
recommendations currently exist.  

 

https://git-scm.com/
https://gitlab.com/users/sign_in
https://gitlab.com/users/sign_in
https://github.com/


2.4.3 Containers 

A container is a standard unit of software that packages up code and all its dependencies so                 
the application runs quickly and reliably from one computing environment to another.            
Atmosphere and ocean models are characterised by complex dependencies, external          
configurations, and performance requirements. Containerising such software stacks helps to          
provide a consistent environment to ensure security, portability, and performance. Since the            
container is built only once, but then can be deployed on multiple platforms, productivity is               
increased. CSCS provides state-of-the-art tools for running container workloads on HPC           
systems, e.g. Docker. At C2SM, activities are planned for 2020 for testing and prototyping              
the containerization of the COSMO model.  

2.4.4 Third-party code 

Similar to third-party data, third-party code should be included in the data package if you               
cannot refer to a copy of exactly the version you used, which is available from a reliable,                 
well-established repository committed to long-term preservation. For example, you do not           
have to archive R version 3.4.4. Also for third-party code, make sure that all dependencies               
(including versions) are provided explicitly. 

2.4.5 Proprietary software 

These recommendations might not be fully workable if you use proprietary third-party            
software, libraries, languages, or tool-chains. Aim at using open source software for scientific             
work, since proprietary tools diminish the reproducibility and long-term value of your            
research. 

2.5 Ancillary information 

Generously add any files and information to your data package that could further help to               
understand your work or build on your results. This includes, for example, photos and figures               
of a related publication and its supporting information, maps, pointers to related resources             
such as the project website, etc. 

 

3. Organizing and Documenting Data 
Throughout your work, keep your research data continuously reasonably organised, best           
from the start. If you come back after three weeks of holidays and you only need to read your                   
own documentation to know what is where and what it means, you are OK. If you organise                 
your data in a directory hierarchy and/or employ a file naming convention, put some effort               
into documenting these structures from the start. Liberally re-factor as your work develops             
and these conventions and structures do not match anymore. 

 

http://www.docker.com/
https://opendata.eawag.ch/guides/eaw_research_data_publishing_guide/eaw_research_data_publishing_guide.html#folder-structure-and-file-archives


3.1 Some common pitfalls 

Some problems can easily be avoided if careful data, program, and document management             
is applied. Some common pitfalls are: 

- Different versions of programs and scripts: Which version was used to create a             
data set? Which version did I use to create a figure? Do I keep old versions of                 
scripts? Do I often manually do some steps and hence make them difficult to              
reproduce? 

- Remember where the ‘good’ data is! In the course of your work you will most likely                
create several versions of a data set (e.g. a blocking climatology): Do you still              
remember how all the different versions were created, in which way they differ? Is it               
really necessary to keep all versions of a data set? 

- Documentation out of date! In the beginning you might document your programs            
well. Then you change your code, and the documentation can be completely            
outdated or even misleading. 

Avoiding these pitfalls asks for some strategies in organisation. But it is important to be               
aware of and actively force yourself to avoid them. Therefore, do not write your programs in                
a hurry. Instead, take time to think about structure and documentation, avoid placing             
everything in the same folder because it is convenient at the moment: at a later time you will                  
be glad if data, documents, and programs are clearly separated from each other.  

3.2 Distinguishing different kinds of data 

Data is not equal to data, and you should clearly distinguish them, as they ask for different                 
storing and version controlling strategies. The basic categories and contents in the field of              
climate research are: 

- Primary data: Weather and climate model simulations, reanalysis data sets,          
measurements, etc. Remember that the user has to decide him/herself what exactly            
has to be declared as primary data. Often it will be weather/climate simulations, but it               
can also be pre-processed data (cf. also Sect. 2.1). 

- Derived data: Weather feature climatologies, trend analyses, etc. These data are           
produced from the primary data using programs and scripts (Fortran, Shell scripts,            
Python, R, Matlab, NCL, etc.) 

- Written report or presentation: Paper, thesis. The report is created based on the             
processed data (Word, LaTeX, Powerpoint, visualisation software). 

You will need to think about where to save and/or archive (i) the primary data; (ii) the derived                  
data; (iii) the reports, presentations and figures. In addition, also consider where to save the               
tools to do (iv) the processing and (v) the visualisation. It is highly recommended to store (i)                 
to (v) in different folders to avoid a chaotic set of data, programs, and documents in the same                  
folder. 

 



3.3 Folder Structure 

Any project consists of different steps: data acquisition; data processing; visualisation;           
reporting. Of course, the steps can also run in parallel. These different steps should also be                
reflected in a corresponding folder structure. First of all, it is highly recommended to create a                
project folder. This project folder should contain everything that is specific to this project:              
data, programs, figures. Do not put all your programs into one single folder, if the programs                
needed for the project are specific to this project. Hence, place them under             
<project_name/code>. Similarly, data specific to a project should be placed under           
<project_name/data>.  

Frequently, research data is organised in a hierarchical folder structure, for example: 

project_name 
| 
- README.md 
- manuscript.pdf 
- data 
|    | 
|    - primary_data 
|    |   | 
|    |   - model-output-year0001.nc 
|    |   - model-output-year0002.nc 
|    - derived_data_1 
|    |          | 
|    |          - tas_CESM2_1850-2010.nc 
|    |          - ... 
|    - derived_data_n 
|          | 
|          - table1.nc 
|          - figure1.png 
|          - ... 
- code 
     | 
     - post-processing 
     |      | 
     |      - program1.py 
     |      - program2.py 
     |      - ... 
     - model 
       | 
       - CESM_2_1_0 
  
Note that sometimes it is more appropriate to save the primary data outside of a project                
folder. This is particularly the case if the primary data is used in different projects. A clear                 
hierarchical folder structure is essential to keep track of different data sets, code versions,              

 



and documents. It should from the beginning very strictly be made sure that different data               
types are not stored in the same folders. For instance, programs should be saved in one                
place, primary data in another; documents and figures need a separate folder. In this way a                
data / program chaos can be avoided. In particular: 

- strictly separate programs from data; programs ask for a daily backup, whereas this             
is typically not the case for primary and derived data 

- also separate programs from reports; programs and scripts are optimally handled           
with a versioning system (Git), whereas this is typically not needed for reports and              
presentations 

- consider introducing a folder <old> where data, programs, reports are saved that            
most likely will not be used any more, but you do not dare to delete them yet. Of                  
course, when you complete a project, you should review the ‘old’ folder to decide              
whether to move the contents to a permanent place or delete it  

3.4 File Naming 

3.4.1 General rules 

File- and directory-names should adhere to the following conventions to ensure           
interoperability across platforms and filesystems and not be a pain to process            
programmatically: 

● Do not use spaces in filenames! Use an underscore ( _ ) as a substitute. 
● Use only alphanumeric characters, minus ( - ), and underscore ( _ ), 

 don’t use special characters & , * % # ; * ( ) ! @ $ ^ ~ ' { } [ ] ? < >. 
● The file extension should be standard and should accurately reflect its content  
● Dates in filenames (and pretty much everywhere else) should have one of the below              

formats: 
1. YYYYMMDD 
2. YYYYMM 
3. YYYY 

Of course, you can also use hyphens between the individual name parts, e.g.,             
YYYY-MM-DD. 

● Numbers as part of file names should be left padded with zeros, for example: 
 site01_logger001.csv, …, site12_logger328.csv 

3.4.2 File naming schemes 

If a file naming scheme is employed, it should be descriptive and consistent. Encode              
attributes of a file as alphanumeric strings separated by underscores ( _ ). Here is a                
sophisticated naming convention example from the CMIP5 Model Output Requirements: 

filename = <variable name>_<MIP table>_<model>_<experiment>_<ensemble     
member>[_<temporal subset>].nc 

 

https://pcmdi.llnl.gov/mips/cmip5/CMIP5_output_metadata_requirements.pdf
https://pcmdi.llnl.gov/mips/cmip5/CMIP5_output_metadata_requirements.pdf


All components of the filename are either part of a controlled vocabulary or have a precisely                
defined format by themselves. Make sure to sensibly define and clearly document the format              
of the components of the filenames. This results for example in this filename: 

tas_Amon_HADCM3_ historical_r1i1p1_185001-200512.nc 

If mapping your content to such a convention and directory-structure becomes too complex,             
you should consider to employ a proper database. In particular, if you feel you spend too                
much effort in your analysis code to construct the paths for the data files, you are in the                  
process of implementing a primitive database software by yourself and should step back and              
reconsider. 

3.5 Documentation 

Documentation is essential! You might be able to handle one current project without             
documentation. But you will definitely fail if 

- you come back to this project half a year later and try to find out what your processed                  
data really means, i.e., which version of a program was used to create it; or if you                 
have to change something in your program and it contains no comments 

- you start having to run several projects in parallel -- which certainly will happen -- you                
often have to switch between different projects 

- you want someone else to work with your code; nobody wants to apply your              
programs if they are badly structured, not documented. If your code is easy to use or                
adjust, people will more likely be interested in using it, and you will also benefit from                
the spread of your code 

There are different aspects of documentation, depending on the kind of research data: 

- primary and derived data: place in the folder of the data a README file that               
describes the data set in sufficient detail (e.g. programs, scripts used to create it;              
parameter settings; etc.). See also section 4.1 below about the contents of README             
files. 

- programs and scripts: add many comments into your codes to understand later what             
the different code sections do; just reading the comments should give a reasonable             
outline of your algorithm. Optimally, your comments not only describe what is done,             
but also why it is done. Be careful, however, to not clutter your code by artificially                
“over-documenting” obvious statements. 

Do not think that there is no need to add comments to your code because it is only used                   
once for a very specific task and then will never be used again. Essentially all code can                 
become useful again, if it is well documented and thus adaptable to new tasks.              
Documentation comments should (i) be concise; (ii) represent a reasonable bit of code; and              
(iii) be up to date. Keep your comments in line with your changes to data and/or programs. 

 



Finally, if you find it difficult to comment your code: maybe your algorithm is too complicated.                
If your algorithm is not reasonable, documentation will make life (later) a little easier, but it                
won’t ‘rescue’ you. 

3.6 A list of best-practice recommendations 

All the data organising aspects discussed are obvious when you read about them in such a                
guideline. But during daily work, you will still find yourself neglecting some of the very basic                
aspects -- be it because you have to fulfill a nearby deadline, you just want to solve the                  
problem as quickly as possible, or you simply do not care about who is coming after you. So                  
think about the following list of best practices, and try to remember them when you are in a                  
hurry: 
 

- Do not create multiple copies of your data. Use soft or hard links instead  
- Be sure that important data is always backed up 

Use netCDF4 with compression in order to save disk space (see next section) 
- Separate programs and scripts from data 
- Use a version control system 
- Try to split your program in small sub-programs. Re-use functions 
- Keep your main results on a reliable storage system  
- Add useful comments to your program code. Describe with the comments what your             

code is doing  
- From time to time, clean up your folders and remove old and no longer used data and                 

files  
- Your figures should be easily reproduced at any time by running scripts. Avoid             

"manual" data manipulations  
- Try to organise your programs in different folders. Create at least one folder per              

project 
- You should always know which is your latest version of your code. Old versions              

should be easy to identify for others  
- Start documenting your code and your progress from the very beginning 
- Avoid writing huge program code. Try to split your problem into small pieces 
- Use variables (or, even better, runtime arguments) instead of hard coded paths and             

system names 
- Put variable definitions at the beginning of your code  

 

3.7 Compression 
Compression of data can considerably reduce disk space usage and the time for data              
transfer. Compressing data can be a lossless or lossy process. Lossless compression            
enables the restoration of a file to its original state, without the loss of a single bit of data.                   
Lossy compression permanently eliminates bits of data that are redundant, unimportant or            
imperceptible. Lossy compression is useful for graphics, audio, video and images, where the             
removal of some data bits has little or no discernible effect on the representation of the                

 



content. Depending on the use case, lossy compression can also be applied to measured or               
simulated data. 
 
Compression and decompression use CPU and memory resources and can have a negative             
impact on read and write performance. Ideally, data that is not accessed much should be               
compressed. It is highly recommended for data that is stored in an archive (cf. section 5).  
 
Compressed files, like *.gz, *.zip, *.bz files normally need to be uncompressed before they              
can be used again. But there are alternatives. Linux commands, like zless, zcat, zdiff, zgrep,               
etc. can handle compressed files on the fly. The same is true for file access from scripting                 
languages like R, python, Matlab or IDL.  
 
Furthermore, the netcdf4 library and all the tools compiled with netcdf4 support seamlessly             
integrate compression. We recommend lossless compressed netcdf4 files for many cases.           
Lossless compression in netcdf4 is based on the zlib library. The level of compression can               
be adjusted between 1 (least aggressive) and 9 (most aggressive compression). The            
minimum compression requires moderate CPU and memory resources and is sufficient for            
most purposes. Higher levels should usually result in smaller compressed files, but come             
with larger processing costs when packing/unpacking. For fine tuning netcdf compression, it            
is possible to set the size of data chunks on which the compression operates. These chunks                
should match typical data blocks that have to be accessed at the same time. Furthermore,               
the shuffling option is often a possibility to further reduce data size. Finally, it is               
advantageous to remove unneeded unlimited dimensions from a netcdf file as they may             
reduce the efficiency of compression. 
 
On IAC systems the script nczip is installed. The nczip script is a wrapper around ncks and                 
can be used to compress and decompress a netcdf file or a bunch of netcdf files in a folder.                   
The command ncks is part of NCO. Good results can also be obtained with the nccopy                
command which is part of every netcdf4 installation. nccopy allows setting the compression             
level, shuffling option, and even chunk sizes. Another alternative to nczip is nccompress.             
Climate Data Operators (cdo) can compress netCDF, but offers limited chunking options            
compared to NCO. Compression details can also directly be set in source code when              
creating netcdf variables (e.g., FORTRAN, R, python interfaces).  
 
Beside lossless compression ncks also supports three lossy compression algorithms. More           
information can be found in the NCO User Guide. Python users should have a look at                
netcdf4-python or xarray which support lossless and lossy compression. The latter is            
supported by defining a least significant digit. The least significant digit is the power of ten of                 
the smallest decimal place in the data that is a reliable value. All information below this                
threshold is cropped from the data before saving and cannot be restored. Hence, one              
always needs to be aware of what might be lost. In general, lossy compression should result                
in smaller files than lossless compression. 
 

 

https://git.iac.ethz.ch/IT/nczip
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4. Publishing Data 

4.1 Documentation for reproducibility 
A publication consists of many parts: primary and derived data, programs, visualisation            
scripts, reports and figures. The goal must be that all results presented in a publication are                
reproducible with a reasonable effort. To this aim 

 
- organise your publication data in a data package. In its simplest form this is a               

self-contained folder where all data is saved; at least the data package must clearly              
point to all resources needed to reproduce the results. 

The data in the package needs to be annotated to be useful for other researchers or your                 
future self. Each package should contain a README - file that describes the package at the                
highest level. The README file 

● is a pure ASCII or UTF-8 text-file (README.txt) or is written in a common              
markup-language such as Markdown (README.md), or HTML (README.html). 

● has to reference, implicitly or explicitly, each other file in the package and thus can be                
used to look up the purpose and description of each element of the project. 

● describes the project structure, that is the organisation in a folder-hierarchy (if there is              
one) and the file-naming convention used, if applicable. 

● should mention if the package contains files in a non-common format and point to              
required software to read them. 

● should contain all information necessary to interpret and understand the dataset that            
is not recorded elsewhere, e.g., meaning of column headers, abbreviations, units of            
variables, etc. 

● should contain pointers to other files in the package that contain scientific metadata. 
● should contain a reference to the associated article or report (as a DOI if possible), if                

applicable. 

Depending on the size and complexity of the data package, it might be useful to describe                
parts of it in separate README-files, perhaps located in sub-directories. 

The publication proper (article, report) usually contains indispensable scientific metadata.          
Please include a PDF of the final publication, the accepted version, the submitted version or               
a draft manuscript, in that order of preference. If your publication can be accessed through a                
DOI, it is sufficient to include the respective URL as a resource of the package (see                
example).  

4.2 Funding Agencies- and Journal Requirements 

It is now very common that funding agencies (among them: SNSF, EU) request the              
applicants to write a data management plan (DMP) together with the scientific proposal, with              
very detailed information about the research data workflow (from creation to archiving) and             
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the planned measures to make this data available to other researchers. Data availability, in              
this context, is to be understood in a very broad meaning, comprising not only the fact that                 
the data should be downloadable, but also the way the data is organised, formatted and               
annotated with sufficient and informative metadata. In the same spirit, many journals request             
that the data package is deposited in a data repository with URL(s) properly referenced in               
the text. 

The underlying goals for such requests stem from the necessity to properly identify research              
data in order to be able to share, reproduce and reuse it.  

These data policy regulations have been formalised under the FAIR principles, which are             
widely recognised. For detailed explanations of these principles, it is strongly advised to read              
SNF’s document on FAIR principles. Generally speaking, it is very valuable to familiarise with              
the SNSF policy in terms of open research data.  

4.3 Data Repositories 
Data repositories are extremely numerous, with a large diversity in terms of what they offer               
as services, how they are indexed on search engines, whether they provide their service for               
free or not, etc. In order to find the best suited data repository, it is very helpful to search in                    
the Registry of Research Data Repositories, which nicely classifies repositories by a large             
amount of search criteria. 
 
It is important to note that SNSF defines criteria for an acceptable data repository, i.e., which                
complies with their open research data policy:  

● it must be non-commercial (as identified in the registry of research data repositories             
re3data) 

● it must offer globally unique and persistent identifiers (e.g. a DOI) 
● it allows to define intrinsic (aka general, basic) and user-defined (advanced,           

specialised) metadata 
● it allows to set a license for the data 
● metadata are always publicly available, even if the data itself is not 
● it ensures interoperability 
● it has a long-term preservation plan 

 
Among choices validated by SNSF, we specifically recommend to use the ETH Research             
Collection together with the ETH Data Archive or Zenodo. Both are safe, support the FAIR               
Principles and offer excellent visibility of your data on the world wide web. While the former                
has the advantage of being the in-house solution, the second has virtually no limitation with               
respect to the maximum total upload size. At Zenodo, there is a 50 GB per dataset limit, but                  
registered groups may upload as many datasets as desired, the total repository size being of               
about 20 PB, with constant annual increase. This is not true for the ETH Research Collection                
where fees apply above 1 TB of upload per ETH research group.  
 
Please note that in the very specific context of article self-archiving, i.e., re-publication of the               
accepted or published version of an article text, the ETH Research Collection should be              
preferred to Zenodo, as journal self-archiving policies generally distinguish between          
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‘institutional repositories’ (like the ETH Research Collection) and other repository types as            
‘subject repository’ or ‘aggregated repository’ (Zenodo pertains to the latter category).           
Journals are generally more permissive for self-archiving on an institutional repository than            
on other repository types. 
 
Finally, although not offering compliance with SNSF requirements, the IAC data storage is an              
interesting solution for sharing data among IAC and C2SM colleagues. For more information             
on usage, please read the IAC wiki or contact Urs Beyerle. 

4.4 Licencing of software and data 

4.4.1 General information 
Copyright protection for code exists from the time the program code is created in fixed form                
(from the moment it is written i.e., coded) and such protection cannot be waived neither in                
the EU nor in Switzerland. Therefore, a person receiving or downloading program code is in               
principle not allowed to use such program code without an explicit permission (the license). 

Thus, one of the things that a software developer shall always do is to apply an appropriate                 
licence to their software when the software is distributed to someone or placed on an internet                
page. 

According to the copyright, the author of the program code is the creator of the program                
code. However, for all program code created during the official duties of an employment at               
ETH Zurich, the exclusive rights of use and the corresponding exploitation rights of such              
program code belongs to ETH Zurich, and such program code is considered property of ETH               
Zurich. 

ETH Zurich has since long implemented a policy for licencing of program code under an               
open source license (OSL) and generally supports such licencing. 

For the policy please visit the Open Source Software page of ETH or contact ETH transfer. 

Please carefully review such policy and verify if you are allowed to licence a program code                
under an open source licence prior following our recommendations below. 

NOTE: Keep in mind that enforcement of a licence is another issue. 

4.4.2 Policy at ETH Zurich 

ETH in principle supports the use of Open Source licences supported by the Open Source               
Initiative. However, one needs to register the software with ETH transfer. For open source              
software, this can be done via a registration in the ETH Data Archive. The following text is                 
taken from the ETH website on software licenses:  

“Provided developers of software have the approval of the responsible professor(s),           
they are permitted to license and distribute software with an open source license             
recognized by the Open Source Initiative. Prior to distributing such Open Source            
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Software you must register the software with ETH transfer (Registration of open            
source software) and thereby obtain, via ETH transfer, the formal approval by the Vice              
President for Research and Corporate Relations.” 

The page provides further information concerning open source software: 

“According to the RSETHZ 440.4 "ETH Zurich Exploitation Guidelines" (PDF, 83           
KB), the software developers together with the professor(s) responsible for the           
software are permitted jointly to decide whether to distribute software under an            
open source license recognized by the Open Source Initiative. However, it is            
important to note that the granting of such a license is subject to the approval of                
the Vice President for Research and Corporate Relations of ETH Zurich. This            
approval is obtained by the registration (B. Software registration) of the software            
at the ETH Data Archive and the subsequent approval by ETH transfer.” 

That is, when publishing a paper, which includes, e.g., plotting code in the             
supplemental material, this code should be provided with an open source licence and             
prior to publication, needs to be registered at the ETH Data Archive (and subsequently              
approved by ETH Transfer). 

A list of projects registered at the ETH Data Archive can be found at this link. 

Also, when sharing the software on download portals read the ETH guidelines. 

4.4.3 Recommended OSLs for software licenses 
There are many OSLs out there. It is highly recommended to use one of the common OSLs                 
since this means that users are familiar with the rights and obligations coming with such a                
license. 

We recommend to use: 

● The MIT license  if you want a very permissive open source licence and 
● The GNU GPL license if you want a more restrictive open source            

licence. 

For more explanations on this please see below. 

Always keep in mind that NOT all OSLs are made the same! 

Some of them are more permissive than others (with respect to the freedom given to the                
user). Two examples of more permissive licences are the BSD 2.0 and the MIT licence,               
respectively. (There are many variants of the BSD licence; the most common one is the BSD                
2.0 or BSD 3-clause licence. The original version of the BSD licence, the BSD 4-clause               
licence, contains a clause that mandates acknowledgement in advertisement. This          
requirement is problematic; see Wikipedia.) 

On the other hand, there are more restrictive open source licences like the GNU General               
Public licence. For instance, the GPL requires that the software must not be distributed              
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without also distributing the source code. This requirement also applies to derivative works:             
In particular, according to the FSF (Free Software Foundation), the GPL automatically            
applies to a software that links a library distributed under a GPL licence. In practice, many                
businesses avoid linking GPL licenced libraries in their products because the GPL does not              
allow distributing such products without disclosing the source code. 

If you like how the GPL requires users to share their modifications of your library, but want to                  
give users more flexibility in licencing their applications, then the GNU Lesser General             
Public license might suit you. The idea of this licence is to allow distributing closed source                
applications that link a LGPL licenced library if it is possible to replace the library by a                 
modified version (see Wikipedia). In practice, it is common to dynamically link such libraries              
to make that possible. 

It is important to note that the GPL and the LGPL impose strict rules on the distribution of                  
licenced software, but not on the usage (except for special cases). This has important              
implications for applications on web servers: A user that runs a modified version of your GPL                
licensed application on a web server without distributing copies does not need to share the               
source code (see gnu.org). If your software is designed for such use cases, consider using               
the GNU Affero General Public licence which was designed to address that issue. 

Additional resources: 

● A complete list of open source licences approved by OSI 
● Another licence list nicely separated by categories 
● Another very helpful guide on choosing your licence 

4.4.4 How to add a license to your software 

In order to add a licence to your work, two different actions are required: 

1. to add a proper licence text in your package; 
2. to add a reference to the copyright information and the licence in the header of every                

source file of your package. 

For action 1., there is an automatic and a manual way to do it. 

If your software is versioned and hosted on a versioning platform like gitlab or github, you                
may use the ‘automatic way’: on your versioning platform, where your repository is shown,              
there is a button to ‘Add a license’. Choose the one you want. This will add the proper text in                    
your repository, including the modification with your name as author. Make sure however to              
review this and replace your name in the copyright ownership by ‘ETH Zurich’. Save the file.                
This will commit the licence text into your software package. 

If, for some reason, the above ‘automatic’ method does not apply, you can add a licence                
manually: create a file called "Licence.txt" or "Licence.md" that contains the licence in the              
top-level directory.  
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Concerning action 2. (specific header in every source file): the header should contain two              
elements: 

● the copyright information (Copyright <YEAR> ETH Zurich) 
● a licence-specific short text. Each licence may specify how this text (also called             

‘licence notice’) should be set. One can find this information in the corresponding             
licence notice listed at the Software Package Data Exchange (SPDX) website.           
Alternatively to this licence short text, it is equivalent to replace this by a one-line               
statement containing the SPDX-standardized identifier in the following way: 

SPDX-Licence-Identifier: <standardized SPDX licence identifier> 

To demonstrate the above in an example, here are the two possible ways for a source file                 
header to look like, taking the particular example of an MIT licence (replace <YEAR> by the                
current year): 

● First method: 

Copyright <YEAR> ETH Zurich 

Permission is hereby granted, free of charge, to any person obtaining a copy of              
this software and associated documentation files (the "Software"), to deal in the            
Software without restriction, including without limitation the rights to use, copy,           
modify, merge, publish, distribute, sublicence, and/or sell copies of the Software,           
and to permit persons to whom the Software is furnished to do so, subject to the                
following conditions: 

The above copyright notice and this permission notice shall be included in all             
copies or substantial portions of the Software. 

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY          
KIND, EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE          
WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR       
PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS         
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR          
OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR          
OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION WITH THE          
SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE. 

● Simplified method: 

Copyright <YEAR> ETH Zurich 

SPDX-Licence-Identifier: MIT 

Please note that the simplified method has also the advantage of being both human-              
and machine readable (for license detection automation). For more information on the            
SPDX specifications, please visit the SPDX website. 
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4.4.5 Recommended non-software licences 

The above information mainly pertains to licences for software. When it comes to other forms               
of data (e.g. tabulated data or databases, presentations, images, videos, etc.), there are             
other families of licences which are more adapted, widely used, and accepted. Two             
important and widely used such families of licences are the Creative Commons (CC) and the               
Open Data Commons (ODC).  

Creative Commons licencing offers a kind-of mix your licence based on your specific             
needs. It provides a baseline licence and the possibility to allow or restrict some additional               
features. For example, if a user only wishes to be attributed for their work he/she can use the                  
licence CC BY. Now if in addition to attribution the user also wants any potential derivative                
work to be licenced under identical or compatible terms he/she can use the licence CC               
BY-SA (‘SA’ stands for Share-Alike). 

A complete list of possibilities that can be combined in a CC licence can be found at the                  
creative commons page. Note, however, that the non-commercial (NC) and the no-derivative            
(ND) licence conditions are generally considered non-open. In particular, we strongly           
recommend against using the ND licence condition, as it violates the interoperability as             
defined by the FAIR principles. 

Creative Commons licence also offers an interface which helps the user to select the correct               
combination of licence features. 

The Open Data Commons licences are more specifically oriented for ‘database’ type of data              
than the Creative Commons ones. As for the Creative Commons, they offer possible variants              
with an attribution condition (ODC-By) and combined attribution plus share-alike conditions           
(ODbL). 
 
Additional resources: 

● Choosing a licence 
● How to licence research data 
● Why avoid non-commercial licences? 
● Creative Commons and Open Science  

4.4.6 How to add a licence to your (non-software) data 
The easiest way of licencing data is done when making the data available on a data                
repository (cf section 4.3): as mentioned above, in order to fulfill FAIR criteria, the chosen               
data repository should offer licencing services. When creating a new entry in your selected              
repository, the form will contain a specific menu to define the chosen licence. 

5. Archiving Data 
The focus of data repositories (cf. section 4.3) lie on publishing and preserving the              
accessibility of your data in the long term. Whereas tape facilities provide a solution for long                
term storage (LTS) of valuable data. Long-term archiving on tapes is recommended for data              
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that is not meant to evolve anymore nor request frequent read access anymore. Before you               
archive, please make sure your data is properly organised, documented and cleaned up from              
any unnecessary components (cf. section 3.). The following general recommendation are           
valid for the tape archive at ETH and the one at CSCS: 
 

● Add a README.txt file that contains a description, a contact person, and if possible              
an expiration date for your data 

● The optimal file size is between 10 and 200 GB 
● Files smaller than 10 GB are not suitable for tape archiving 
● Files adding to tape archive should be ideally already compressed (cf. section 3.7) 
● Group files smaller than 10 GB into into .tar.gz or .tar files (in case the data is already                  

compressed) 
● The larger the tarball, the better is the migrate/recall operation performance 
● For each file abc.tar or abc.tar.gz, create a file abc.list containing the list of files of the                 

tarball. This will allow to inspect the contents without actually recalling it from tape 
● Archive only those data that you won’t need to retrieve soon. Recalling data from              

tape should be an infrequent operation 
● IMPORTANT: Once your data has moved to tape, changes are no longer possible.             

The data cannot be changed on tape, but only be deleted or retrieved 

5.1 Tape archiving at ETH Zurich 
Each department at ETH has two own data repositories. One accessible over CIFS             
(Windows) and on over NFS (Linux). From January 1st 2020 the Long Term Storage (LTS)               
service of ETH is free of charge for ETH members. Users are not allowed to directly write                 
data to the tape archive. Each group has a responsible person for data management. The               
data manager will review the data before transferring it to the LTS system. The maximum               
supported file size is 2 TB. Guidelines to the users and data managers are provided at the                 
IAC Wiki.  

5.2 Tape archiving at CSCS 
Tape storage at CSCS is offered to projects or organisations that have been granted a               
specific quota for that. This is the case for C2SM who regularly organises data storage for a                 
group of their members at D-USYS. Please keep in mind that this is not a free service,                 
therefore make an informed use of it by checking back with your professor/head of group               
and/or contacting C2SM about it. 
 
The migration to tapes is achieved by simply copying new data under            
/store/archive/c2sm/<current CSCS project>. This primarily stores data in a disk cache,           
which is automatically migrated to tapes every night. After the migration, each file is replaced               
by a stub with the same name, in order for users to have access to the list of stored files.                    
There is no strict upper limit in file size, but handling files beyond ~10 TB is considered                 
extremely impractical.  
 
Please note that the disk cache has a size limit of 50 TB, meaning that the migration process                  
can at maximum handle 50 TB per 24 hours. The data recall, the opposite of tape migration,                 
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is done by copying files onto a directory outside of the /store/archive/ file system. Beware               
that this may take significant time. 
 
The command for inspecting the state of a particular file or directory is mmlsattr. This service                
is available on the frontend machine ‘ela.cscs.ch’. 
 
More information and technical details can be found in the CSCS tape archive best practices               
document or contact CSCS helpdesk. 
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